
Convolutional Neural Networks
COMP 322 | Image Processing

Local filters, learned features, image models, and 1D signals

A teaching compilation of selected public course slides

Original slide footers and embedded attributions are preserved.



SECTION

Image models preserve spatial structure
A fully connected layer treats the image as one long vector. Convolution applies the same
small learned filter across locations, keeping local neighborhoods meaningful.

Transition written for this compilation. Core visual sequence: Stanford CS231n Lecture 5, slides 45-64.



SOURCE AND TRANSITION

Convolution basics
We will follow one filter from a local patch to a feature map, then combine many filters into a
network. The original CS231n build slides are kept in sequence so the diagrams develop step
by step.

Source: Stanford CS231n, Lecture 5, slides 41-64. https://cs231n.stanford.edu/slides/2026/lecture_5.pdf



Fei-Fei Li & Ehsan Adeli & Durante & Johnson & Xiang Lecture 5 - April 14, 2025

Convolutional Neural Networks
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Today: Convolutional Networks

x h s

Fully-Connected Layer Activation Function

We have 
already 

seen these



Fei-Fei Li & Ehsan Adeli & Durante & Johnson & Xiang Lecture 5 - April 14, 202543
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Activation Function
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Today: Image-
specific 
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Today: Convolutional Networks
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Fully-Connected Layer
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Activation Function

Pooling Layer
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3072
1

Recap: Fully Connected Layer

32x32x3 image -> stretch to 3072 x 1 

10 x 3072 
weights

activationinput

1
10
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3072
1

Fully Connected Layer

32x32x3 image -> stretch to 3072 x 1 

10 x 3072 
weights

activationinput

1 number: 

the result of taking a dot product 
between a row of W and the input (a 
3072-dimensional dot product)

1
10

46
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32

32

3

Convolution Layer

32x32x3 image -> preserve spatial structure

width

height

depth

47
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32

32

3

Convolution Layer

5x5x3 filter

32x32x3 image

Convolve the filter with the image
i.e. “slide over the image spatially, 
computing dot products”

48
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32

32

3

Convolution Layer

5x5x3 filter

32x32x3 image

Convolve the filter with the image
i.e. “slide over the image spatially, 
computing dot products”

Filters always extend the full 
depth of the input volume

49
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32

32

3

Convolution Layer

32x32x3 image
5x5x3 filter

1 number: 
the result of taking a dot product between the 
filter and a small 5x5x3 chunk of the image
(i.e. 5*5*3 = 75-dimensional dot product + bias)
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32

32

3

Convolution Layer
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32

32

3

Convolution Layer
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32

32

3

Convolution Layer
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32

32

3

Convolution Layer
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32

32

3

Convolution Layer

32x32x3 image
5x5x3 filter

convolve (slide) over all spatial 
locations

activation map

1

28

28
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32

32

3

Convolution Layer

32x32x3 image
5x5x3 filter

convolve (slide) over all spatial 
locations

activation maps

1

28

28

consider a second, green filter
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Lecture 7 - 57

32

3

3x32x32 image

32

6 activation maps,
each 1x28x28

Consider 6 filters, 
each 3x5x5 

Convolution 
Layer

6x3x5x5 
filters Stack activations to get a 

6x28x28 output image!

Convolution Layer

Slide inspiration: Justin Johnson
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Lecture 7 - 58

32

3

3x32x32 image

32

6 activation maps,
each 1x28x28

Also 6-dim bias vector:

Convolution 
Layer

6x3x5x5 
filters Stack activations to get a 

6x28x28 output image!

Convolution Layer

Slide inspiration: Justin Johnson
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Lecture 7 - 59

32

3

3x32x32 image

32

28x28 grid, at each 
point a 6-dim vector

Also 6-dim bias vector:

Convolution 
Layer

6x3x5x5 
filters Stack activations to get a 

6x28x28 output image!

Convolution Layer

Slide inspiration: Justin Johnson
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Lecture 7 - 60

32

3

2x3x32x32
Batch of images

32

2x6x28x28
Batch of outputs

Also 6-dim bias vector:

Convolution 
Layer

6x3x5x5 
filters

Convolution Layer

Slide inspiration: Justin Johnson

60



Fei-Fei Li & Ehsan Adeli & Durante & Johnson & Xiang Lecture 5 - April 14, 2025

Lecture 7 - 61

W

Cin

N x Cin x H x W
Batch of images

H

N x Cout x H’ x W’
Batch of outputs

Also Cout-dim bias vector:

Convolution 
Layer

Cout x Cinx Kw x Kh

filters Cout

Convolution Layer

Slide inspiration: Justin Johnson
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32

32

3

28

28

6

62

A ConvNet is a neural network with Conv layers

CONV

e.g. 6 
5x5x3 
filters
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32

32

3

CONV

e.g. 6 
5x5x3 
filters 28

28

6

CONV

e.g. 10 
5x5x6 
filters

CONV
….

10

24

24

63

A ConvNet is a neural network with Conv layers
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32

32

3

CONV
ReLU
e.g. 6 
5x5x3 
filters 28

28

6

CONV
ReLU
e.g. 10 
5x5x6 
filters

CONV
ReLU

….

10

24

24

64

A ConvNet is a neural network with Conv layers
with activation functions!



SOURCE AND TRANSITION

What do convolutional filters learn?
A filter detects a local pattern wherever it appears. Deeper layers combine these responses
into larger, more complex features.

Source: Stanford CS231n, Lecture 5, slides 65-68. https://cs231n.stanford.edu/slides/2026/lecture_5.pdf
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32

32

3

28

28

Conv ReLU

Linear classifier: One template per class

65

What do Conv filters learn?
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MLP: Bank of whole-image templates

32

32

3

28

28

Conv ReLU

66

What do Conv filters learn?
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Lecture 7 - 67

First-layer conv filters: local image templates
(Often learns oriented edges, opposing colors)

AlexNet: 64 filters, each 3x11x11

Lecture 7 - 67

32

32

3

28

28

Conv ReLU

67

What do Conv filters learn?
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Lecture 7 - 68

Deeper conv layers: Harder to visualize
Tend to learn larger structures e.g. eyes, letters

Lecture 7 - 68

68

What do Conv filters learn?

6th layer conv layer from an ImageNet model

Visualization from [Springenberg et al, ICLR 2015]

32

32

3

28

Conv ReLU



SOURCE AND TRANSITION

Output size and receptive field
Filter size, padding, and stride determine spatial dimensions. Stacking layers expands the
region of the input that can affect each activation.

Source: Stanford CS231n, Lecture 5, slides 69-87. https://cs231n.stanford.edu/slides/2026/lecture_5.pdf
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Lecture 7 - 69Lecture 7 - 69

69

Convolution: Spatial Dimensions

32

32

3

28

Conv ReLU

W1: 6x3x5x5

b1: 6
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
Output: 5x5
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
Output: 5x5

In general
Input: W
Filter: K
Output: W – K + 1
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Convolution: Spatial Dimensions

7

7

Input: 7x7
Filter: 3x3
Output: 5x5

In general
Input: W
Filter: K
Output: W – K + 1

Problem: Feature 
maps shrink with 
each layer!
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Input: 7x7
Filter: 3x3
Output: 5x5

Convolution: Spatial Dimensions

In general
Input: W
Filter: K
Padding: P
Output: W – K + 1 + 2P

Problem: Feature 
maps shrink with 
each layer!

0 0 0 0 0 0 0 0 0

0 0

0 0

0 0

0 0

0 0

0 0

0 0

0 0 0 0 0 0 0 0 0

Solution: Add 
padding around 
the input before 
sliding the filter
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Input: 7x7
Filter: 3x3
Output: 5x5

Convolution: Spatial Dimensions

In general
Input: W
Filter: K
Padding: P
Output: W – K + 1 + 2P

0 0 0 0 0 0 0 0 0

0 0

0 0

0 0

0 0

0 0

0 0

0 0

0 0 0 0 0 0 0 0 0

Common setting:
P = (K – 1) / 2
Means output has 
same size as input
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Lecture 7 - 79

Receptive Fields

Input Output

For convolution with kernel size K, each element in the 
output depends on a K x K receptive field in the input

Slide inspiration: Justin Johnson
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Lecture 7 - 80

Input Output

Each successive convolution adds K – 1 to the receptive field size
With L layers the receptive field size is 1 + L * (K – 1)

Be careful – “receptive field in the input” vs. “receptive field in the previous layer”

Slide inspiration: Justin Johnson

Receptive Fields

80
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Lecture 7 - 81

Input Output

Slide inspiration: Justin Johnson

Receptive Fields

81

Each successive convolution adds K – 1 to the receptive field size
With L layers the receptive field size is 1 + L * (K – 1)

Problem: For large images we need many layers for 
each output to “see” the whole image image
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Lecture 7 - 82

Input OutputProblem: For large images we need many layers for 
each output to “see” the whole image image

Solution: Downsample inside the network
Slide inspiration: Justin Johnson

Receptive Fields

82

Each successive convolution adds K – 1 to the receptive field size
With L layers the receptive field size is 1 + L * (K – 1)
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7

7

83

Input: 7x7
Filter: 3x3
Stride: 2

Strided Convolution
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7

7

84

Input: 7x7
Filter: 3x3
Stride: 2

Strided Convolution
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7

7

85

Input: 7x7
Filter: 3x3
Stride: 2
Output: 3x3

Strided Convolution
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7

7

86

Input: 7x7
Filter: 3x3
Stride: 2
Output: 3x3

In general:
Input: W
Filter: K
Padding: P
Stride: S

Output:
(W – K + 2P) / S + 1

Strided Convolution
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Convolution Example

Input volume: 3 x 32 x 32
10 5x5 filters with stride 1, pad 2

Output volume size: ? 



SOURCE AND TRANSITION

Pooling and translation equivariance
Pooling reduces spatial resolution. Convolution is translation equivariant: shifting the input
shifts the feature map. This property helps explain what a CNN represents and where its
limits are.

Source: Stanford CS231n, Lecture 5, slides 88-107. https://cs231n.stanford.edu/slides/2026/lecture_5.pdf
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Convolution Example

Input volume: 3 x 32 x 32
10 5x5 filters with stride 1, pad 2

Output volume size: 10 x 32 x 32
32 = (32+2*2-5)/1+1
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Convolution Example

Input volume: 3 x 32 x 32
10 5x5 filters with stride 1, pad 2

Output volume size: 10 x 32 x 32
Number of learnable parameters: ?
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Convolution Example

Input volume: 3 x 32 x 32
10 5x5 filters with stride 1, pad 2

Output volume size: 10 x 32 x 32
Number of learnable parameters: 760
Parameters per filter: 3*5*5 + 1 (for bias) = 76

10 filters, so total is 10 * 76 = 760
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Convolution Example

Input volume: 3 x 32 x 32
10 5x5 filters with stride 1, pad 2

Output volume size: 10 x 32 x 32
Number of learnable parameters: 760
Number of multiply-add operations?
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Convolution Example

Input volume: 3 x 32 x 32
10 5x5 filters with stride 1, pad 2

Output volume size: 10 x 32 x 32
Number of learnable parameters: 760
Number of multiply-add operations: 768,000
10*32*32 = 10,240 outputs
Each output is the inner product of two 3x5x5 tensors (75 elems) 
Total = 75*10240 = 768K
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Convolution Summary

Input: Cin x H x W
Hyperparameters:
- Kernel size: KH x KW

- Number filters: Cout

- Padding: P
- Stride: S
Weight matrix: Cout x Cin x KH x KW

giving Cout filters of size Cin x KH x KW

Bias vector: Cout

Output size: Cout x H’ x W’ where:
- H’ = (H – K + 2P) / S + 1
- W’ = (W – K + 2P) / S + 1

Common settings:
KH = KW (Small square filters)
P = (K – 1) / 2  (”Same” padding)
Cin, Cout = 32, 64, 128, 256 (powers of 2)
K = 3, P = 1, S = 1 (3x3 conv)
K = 5, P = 2, S = 1 (5x5 conv)
K = 1, P = 0, S = 1 (1x1 conv)
K = 3, P = 1, S = 2 (Downsample by 2)
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PyTorch Convolution Layer

We didn’t talk about groups or dilation…
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Other Types of Convolution

Cin

W

H

So far: 2D Convolution

Input: Cin x H x W

Weights: Cout x Cin x K x K
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Other Types of Convolution

Cin

W

H Cin

W

So far: 2D Convolution

Input: Cin x H x W

Weights: Cout x Cin x K x K

1D Convolution

Input: Cin x W

Weights: Cout x Cin x K
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Other Types of Convolution

Cin

W

H

So far: 2D Convolution

Input: Cin x H x W

Weights: Cout x Cin x K x K

3D Convolution

Input: Cin x H x W x D

Weights: Cout x Cin x K x K x K

W

D

HCin-dim vector 

at each point 

in the volume
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Convolutional Networks

x h s

Fully-Connected Layer

Convolution Layer

Activation Function

Pooling Layer

We have 
already 

seen these

Today: Image-
specific 

operators
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Convolutional Networks

x h s

Fully-Connected Layer

Convolution Layer

Activation Function

Pooling Layer

We have 
already 

seen these

Today: Image-
specific 

operators



Fei-Fei Li & Ehsan Adeli & Durante & Johnson & Xiang Lecture 5 - April 14, 2025100

64 x 112 x 112
64 x 224 x 224

Hyperparameters:
Kernel Size
Stride
Pooling function

Given an input C x H x W,
downsample each 1 x H x W plane

Pooling Layers: Another way to downsample
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Pooling Layers: Another way to downsample

1 1 2 4

5 6 7 8

3 2 1 0

1 2 3 4

Single depth slice

x

y

Max pooling with 2x2 
kernel size and stride 2 6 8

3 4

Gives invariance to small spatial 
shifts. No learnable parameters.

64 x 224 x 224
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Pooling Summary

Input: C x H x W
Hyperparameters:
- Kernel size: K
- Stride: S
- Pooling function: max, avg
Output size: C x H’ x W’ where:
- H’ = (H – K) / S + 1
- W’ = (W – K) / S + 1
No learnable parameters

Common setting:
max, K=2, S=2 => Gives 2x downsampling
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Convolution and Pooling: Translation Equivariance

Conv or Pool

H x W x C H’ x W’ x C’

Translate
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Convolution and Pooling: Translation Equivariance

Conv or Pool

Translate

H x W x C H’ x W’ x C’

Conv or Pool

Translate
Conv(Translate(X)) 

= Translate(Conv(X))
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Convolution and Pooling: Translation Equivariance

Conv or Pool

Translate

H x W x C H’ x W’ x C’

Conv or Pool

Translate
Conv(Translate(X)) 

= Translate(Conv(X))

Intuition: Features of images don’t depend on their location in the image
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Summary: Convolutional Networks

x h s

Fully-Connected Layer

Convolution Layer

Activation Function

Pooling Layer
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Next time: CNN Architectures



SECTION

From layers to architectures
A convolution layer is a building block. Networks differ in how they arrange convolutions,
activations, normalization, pooling, and skip connections.

Transition written for this compilation. Next: Stanford CS231n Lecture 6.



SOURCE AND TRANSITION

Activation functions and CNN
architectures
Lecture 6 begins with normalization and activations, then studies VGG and ResNet. We keep
the visual explanations most useful for understanding common CNN designs.

Source: Stanford CS231n, Lecture 6, activation and architecture slides. https://cs231n.stanford.edu/slides/2026/lecture_6.pdf
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Lecture 8 - 14

Convolution Layers Pooling Layers

x h s

Fully-Connected Layers

Activation FunctionsNormalization Layers

ො𝑥𝑖,𝑗 =
𝑥𝑖,𝑗 − 𝜇𝑗

𝜎𝑗
2 + 𝜀

Components of CNNs

14

Dropout (sometimes)
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Lecture 8 - 15

Convolution Layers Pooling Layers

x h s

Fully-Connected Layers

Activation FunctionsNormalization Layers

ො𝑥𝑖,𝑗 =
𝑥𝑖,𝑗 − 𝜇𝑗

𝜎𝑗
2 + 𝜀

Components of CNNs

15

Dropout (sometimes)
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Activation Functions - Computes f(x) = max(0,x)

- Does not saturate (in +region)
- Very computationally efficient

- Converges much faster than 

sigmoid in practice (e.g. 6x)

ReLU

(Rectified Linear Unit)

[Krizhevsky et al., 2012]

26
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Activation Functions

ReLU

(Rectified Linear Unit)

- Computes f(x) = max(0,x)

- Does not saturate (in +region)

- Very computationally efficient

- Converges much faster than 
sigmoid in practice (e.g. 6x)

- Not zero-centered output
- An annoyance:

Dead ReLUs when x < 0!

27
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Activation Functions

GELU

(Gaussian Error 

Linear Unit)

- Computes f(x) = x*Φ(x)

- Very nice behavior around 0

- Smoothness facilitates training in 

practice

- Higher computational cost than ReLU

- Large negative values can still have 

gradient → 0

28

[Hendrycks et al., 2016]

Source: https://en.m.wikipedia.org/wiki/File:ReLU_and_GELU.svg
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Activation Function Zoo

Q: Where are activations used in CNNs?  
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Activation Function Zoo

Q: Where are activations used in CNNs?  

A: Generally placed after linear operators (feedforward/linear 

layer, convolutional layer, etc.)
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ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

Lin et al Sanchez & 
Perronnin

Krizhevsky et al 
(AlexNet)

Zeiler & 
Fergus

Simonyan & 
Zisserman (VGG)

Szegedy et al 
(GoogLeNet)

He et al 
(ResNet)

Russakovsky et alShao et al Hu et al
(SENet)

shallow 8 layers 8 layers

19 layers 22 layers

152 layers 152 layers 152 layers
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ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

Lin et al Sanchez & 
Perronnin

Krizhevsky et al 
(AlexNet)

Zeiler & 
Fergus

Simonyan & 
Zisserman (VGG)

Szegedy et al 
(GoogLeNet)

He et al 
(ResNet)

Russakovsky et alShao et al Hu et al
(SENet)

shallow 8 layers 8 layers

19 layers 22 layers

152 layers 152 layers 152 layers
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ImageNet Large Scale Visual Recognition Challenge (ILSVRC) winners

Lin et al Sanchez & 
Perronnin

Krizhevsky et al 
(AlexNet)

Zeiler & 
Fergus

Simonyan & 
Zisserman (VGG)

Szegedy et al 
(GoogLeNet)

He et al 
(ResNet)

Russakovsky et alShao et al Hu et al
(SENet)

shallow 8 layers 8 layers

19 layers 22 layers

152 layers 152 layers 152 layers
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Case Study: VGGNet

36

3x3 conv, 128

Pool

3x3 conv, 64

3x3 conv, 64

Input

3x3 conv, 128

Pool

3x3 conv, 256

3x3 conv, 256

Pool

3x3 conv, 512

3x3 conv, 512

Pool

3x3 conv, 512

3x3 conv, 512

Pool

FC 4096

FC 1000

Softmax

FC 4096

3x3 conv, 512

3x3 conv, 512

3x3 conv, 384

Pool

5x5 conv, 256

11x11 conv, 96

Input

Pool

3x3 conv, 384

3x3 conv, 256

Pool

FC 4096

FC 4096

Softmax

FC 1000

Pool

Input

Pool

Pool

Pool

Pool

Softmax

3x3 conv, 512

3x3 conv, 512

3x3 conv, 256

3x3 conv, 256

3x3 conv, 128

3x3 conv, 128

3x3 conv, 64

3x3 conv, 64

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

FC 4096

FC 1000

FC 4096[Simonyan and Zisserman, 2014]

Small filters, Deeper networks

 

8 layers (AlexNet) 

-> 16 - 19 layers (VGG16Net)

Only 3x3 CONV stride 1, pad 1

and  2x2 MAX POOL stride 2

11.7% top 5 error in ILSVRC’13 

(ZFNet)

-> 7.3% top 5 error in ILSVRC’14
AlexNet VGG16 VGG19
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Case Study: VGGNet

37

[Simonyan and Zisserman, 2014]

Q: Why use smaller filters? (3x3 conv) 

3x3 conv, 128

Pool

3x3 conv, 64

3x3 conv, 64

Input

3x3 conv, 128

Pool

3x3 conv, 256

3x3 conv, 256
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Pool

3x3 conv, 512

3x3 conv, 512

Pool

FC 4096

FC 1000

Softmax

FC 4096

3x3 conv, 512

3x3 conv, 512

3x3 conv, 384

Pool

5x5 conv, 256

11x11 conv, 96

Input

Pool

3x3 conv, 384

3x3 conv, 256

Pool

FC 4096

FC 4096

Softmax

FC 1000

Pool

Input

Pool

Pool

Pool

Pool

Softmax

3x3 conv, 512

3x3 conv, 512

3x3 conv, 256

3x3 conv, 256

3x3 conv, 128

3x3 conv, 128

3x3 conv, 64

3x3 conv, 64

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

FC 4096

FC 1000

FC 4096

AlexNet VGG16 VGG19



Fei-Fei & Adeli & Durante & Xiang & Johnson Lecture 6 - April 16, 2026

Case Study: VGGNet
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[Simonyan and Zisserman, 2014]

Q: What is the effective receptive field 

of three 3x3 conv (stride 1) layers?

3x3 conv, 128

Pool

3x3 conv, 64

3x3 conv, 64

Input

3x3 conv, 128

Pool

3x3 conv, 256

3x3 conv, 256

Pool

3x3 conv, 512

3x3 conv, 512

Pool

3x3 conv, 512

3x3 conv, 512

Pool

FC 4096

FC 1000

Softmax

FC 4096

3x3 conv, 512

3x3 conv, 512

Pool

Input

Pool

Pool

Pool

Pool

Softmax

3x3 conv, 512

3x3 conv, 512

3x3 conv, 256

3x3 conv, 256

3x3 conv, 128

3x3 conv, 128

3x3 conv, 64

3x3 conv, 64

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

FC 4096

FC 1000

FC 4096

VGG16 VGG19

Conv1 (3x3) Conv2 (3x3) Conv3 (3x3)

A1 A2 A3Input
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Case Study: VGGNet

39

[Simonyan and Zisserman, 2014]

Q: What is the effective receptive field 

of three 3x3 conv (stride 1) layers?

3x3 conv, 128

Pool

3x3 conv, 64

3x3 conv, 64

Input

3x3 conv, 128

Pool

3x3 conv, 256

3x3 conv, 256

Pool

3x3 conv, 512

3x3 conv, 512

Pool

3x3 conv, 512

3x3 conv, 512

Pool

FC 4096

FC 1000

Softmax

FC 4096

3x3 conv, 512

3x3 conv, 512

Pool

Input

Pool

Pool

Pool

Pool

Softmax

3x3 conv, 512

3x3 conv, 512

3x3 conv, 256

3x3 conv, 256

3x3 conv, 128

3x3 conv, 128

3x3 conv, 64

3x3 conv, 64

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

FC 4096

FC 1000

FC 4096

VGG16 VGG19

Conv1 (3x3) Conv2 (3x3) Conv3 (3x3)

A1 A2 A3Input
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Case Study: VGGNet
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[Simonyan and Zisserman, 2014]

Q: Why use smaller filters? (3x3 conv) 

3x3 conv, 128

Pool

3x3 conv, 64

3x3 conv, 64

Input

3x3 conv, 128

Pool

3x3 conv, 256

3x3 conv, 256

Pool

3x3 conv, 512

3x3 conv, 512

Pool

3x3 conv, 512

3x3 conv, 512

Pool

FC 4096

FC 1000

Softmax

FC 4096

3x3 conv, 512

3x3 conv, 512

3x3 conv, 384

Pool

5x5 conv, 256

11x11 conv, 96

Input

Pool

3x3 conv, 384

3x3 conv, 256

Pool

FC 4096

FC 4096

Softmax

FC 1000

Pool

Input

Pool

Pool

Pool

Pool

Softmax

3x3 conv, 512

3x3 conv, 512

3x3 conv, 256

3x3 conv, 256

3x3 conv, 128

3x3 conv, 128

3x3 conv, 64

3x3 conv, 64

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

FC 4096

FC 1000

FC 4096

AlexNet VGG16 VGG19

Stack of three 3x3 conv (stride 1) layers 

has same effective receptive field as 

one 7x7 conv layer

[7x7]
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Case Study: VGGNet

44

[Simonyan and Zisserman, 2014]

Q: Why use smaller filters? (3x3 conv) 

3x3 conv, 128

Pool

3x3 conv, 64

3x3 conv, 64

Input

3x3 conv, 128

Pool

3x3 conv, 256

3x3 conv, 256

Pool

3x3 conv, 512

3x3 conv, 512

Pool

3x3 conv, 512

3x3 conv, 512

Pool

FC 4096

FC 1000

Softmax

FC 4096

3x3 conv, 512

3x3 conv, 512

3x3 conv, 384

Pool

5x5 conv, 256

11x11 conv, 96

Input

Pool

3x3 conv, 384

3x3 conv, 256

Pool

FC 4096

FC 4096

Softmax

FC 1000

Pool

Input

Pool

Pool

Pool

Pool

Softmax

3x3 conv, 512

3x3 conv, 512

3x3 conv, 256

3x3 conv, 256

3x3 conv, 128

3x3 conv, 128

3x3 conv, 64

3x3 conv, 64

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

FC 4096

FC 1000

FC 4096

AlexNet VGG16 VGG19

Stack of three 3x3 conv (stride 1) layers 

has same effective receptive field as 

one 7x7 conv layer

But deeper, more non-linearities

And fewer parameters: 3 * (32C2) vs. 

72C2 for C channels per layer
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Case Study: ResNet
[He et al., 2015]

What happens when we continue stacking deeper layers on a “plain” convolutional 

neural network?
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Case Study: ResNet
[He et al., 2015]

What happens when we continue stacking deeper layers on a “plain” convolutional 

neural network?
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Case Study: ResNet
[He et al., 2015]

What happens when we continue stacking deeper layers on a “plain” convolutional 

neural network?

56-layer model performs worse on both test and training error

-> The deeper model performs worse, but it’s not caused by overfitting!
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Case Study: ResNet
[He et al., 2015]

Fact: Deep models have more representation power 

(more parameters) than shallower models.

Hypothesis: the problem is an optimization problem, 

deeper models are harder to optimize
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Case Study: ResNet
[He et al., 2015]

Fact: Deep models have more representation power 

(more parameters) than shallower models.

Hypothesis: the problem is an optimization problem, 

deeper models are harder to optimize

What should the deeper model learn to be at least 

as good as the shallower model?

A solution by construction is copying the learned 

layers from the shallower model and setting 

additional layers to identity mapping.

conv

relu

X

H(x)

conv

Identity

relu

X

H(x)
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Case Study: ResNet
[He et al., 2015]

Solution: Use network layers to fit a residual mapping instead of directly trying to fit a 

desired underlying mapping

conv

conv

relu

“Plain” layers
X

H(x)
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Case Study: ResNet
[He et al., 2015]

Solution: Use network layers to fit a residual mapping instead of directly trying to fit a 

desired underlying mapping

conv

conv

relu

“Plain” layers
X

H(x)

relu

Residual block

conv

conv

X

identity

H(x) = F(x) + x

F(x)

relu

X

Identity mapping: 

H(x) = x if F(x) = 0 
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relu

53

Case Study: ResNet
[He et al., 2015]

Solution: Use network layers to fit a residual mapping instead of directly trying to fit a 

desired underlying mapping

Residual block

conv

conv

X

identity
F(x)

relu

conv

conv

relu

“Plain” layers
XX

H(x)

Use layers to 

fit residual 

F(x) = H(x) - x 

instead of 

H(x) directly

H(x) = F(x) + x

53

H(x) = F(x) + x

Identity mapping: 

H(x) = x if F(x) = 0 
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Input

Softmax

3x3 conv, 64

7x7 conv, 64, / 2

FC 1000

Pool

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 128

3x3 conv, 128, / 2

3x3 conv, 128

3x3 conv, 128

3x3 conv, 128

3x3 conv, 128

..

.

3x3 conv, 512

3x3 conv, 512, /2

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

3x3 conv, 512

PoolCase Study: ResNet
[He et al., 2015]

relu

Residual block

3x3 conv

3x3 conv

X

identity

F(x) + x

F(x)

relu

X

Full ResNet architecture:

- Stack residual blocks

- Every residual block has 

two 3x3 conv layers

54
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Case Study: ResNet
[He et al., 2015]

Very deep networks using residual 

connections

 

- 152-layer model for ImageNet

- ILSVRC’15 classification winner 

(3.57% top 5 error)

- Swept all classification and 

detection competitions in 

ILSVRC’15 and COCO’15!

Input

Softmax

3x3 conv, 64

7x7 conv, 64 / 2

FC 1000

Pool

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 128

3x3 conv, 128 / 2

3x3 conv, 128

3x3 conv, 128

3x3 conv, 128

3x3 conv, 128

..

.

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

3x3 conv, 64

Pool

relu

Residual block

conv

conv

X

identity

F(x) + x

F(x)

relu

X



SOURCE AND TRANSITION

Training data and generalization
CNNs can memorize a training set. Data augmentation creates plausible variations so the
model sees more examples of the same label. The transformations must preserve the task
label.

Source: Stanford CS231n, Lecture 6, slides 70-76. https://cs231n.stanford.edu/slides/2026/lecture_6.pdf
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Regularization: A common pattern

Training: Add some kind of randomness

Testing: Average out randomness (sometimes approximate)
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Regularization: Data Augmentation

Load image 

and label

“cat”

CNN

Compute

loss

Transform image
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Data Augmentation
Horizontal Flips
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Data Augmentation
Random crops and scales

Training: sample random crops / scales
ResNet:

1. Pick random L in range [256, 480]

2. Resize training image, short side = L

3. Sample random 224 x 224 patch

Test Time Augmentation: average a fixed set of crops
ResNet:

1. Resize image at 5 scales:  {224, 256, 384, 480, 640}

2. For each size, use 10 224 x 224 crops: 4 corners + center, + flips
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Data Augmentation
Color Jitter

Simple: Randomize 

contrast and brightness
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Regularization: Cutout
Training: Set random image regions to zero

Testing: Use full image

Examples:
Dropout

Data Augmentation

Cutout / Random Crop

DeVries and Taylor, “Improved Regularization of 
Convolutional Neural Networks with Cutout”, arXiv 2017

Works very well for small datasets like CIFAR, 

less common for large datasets like ImageNet



SOURCE AND TRANSITION

Transfer learning
A pretrained CNN can supply useful visual features when the target dataset is small. Replace
or retrain the final classifier, then decide how much of the backbone to fine-tune.

Source: Stanford CS231n, Lecture 6, slides 78-87. https://cs231n.stanford.edu/slides/2026/lecture_6.pdf
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What if you don’t have a lot of data?  Can 

you still train CNNs? 

78
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Transfer Learning with CNNs

AlexNet:

64 x 3 x 11 x 11 

79
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Transfer Learning with CNNs

Test image L2 Nearest neighbors in feature space

80
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Transfer Learning with CNNs

Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-1000

1. Train on Imagenet (or internet scale data)

Donahue et al, “DeCAF: A Deep Convolutional Activation 

Feature for Generic Visual Recognition”, ICML 2014

Razavian et al, “CNN Features Off-the-Shelf: An 
Astounding Baseline for Recognition”, CVPR Workshops 

2014

81
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Transfer Learning with CNNs

Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-1000

1. Train on Imagenet

Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-C

2. Small Dataset (C classes)

Reinitialize 

this and train

Donahue et al, “DeCAF: A Deep Convolutional Activation 

Feature for Generic Visual Recognition”, ICML 2014

Razavian et al, “CNN Features Off-the-Shelf: An 
Astounding Baseline for Recognition”, CVPR Workshops 

2014

82

Freeze these from 

pretrained model
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Transfer Learning with CNNs

Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-1000

1. Train on Imagenet

Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-C

2. Small Dataset (C classes)

Freeze these from 

pretrained model

Reinitialize 

this and train

Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-C

3. Bigger dataset

Initialize from 

pretrained 

model, then 

finetune 

everything

With bigger 

dataset, it’s 

better to train 

more layers

Donahue et al, “DeCAF: A Deep Convolutional Activation 

Feature for Generic Visual Recognition”, ICML 2014

Razavian et al, “CNN Features Off-the-Shelf: An 
Astounding Baseline for Recognition”, CVPR Workshops 

2014
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Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-1000

More generic

More specific

very similar 

dataset

very different 

dataset

very little data ? ?

quite a lot of 

data

? ?
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Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-1000

More generic

More specific

very similar 

dataset

very different 

dataset

very little data Use Linear 

Classifier on

final layer

?

quite a lot of 

data

Finetune all 

model layers

?
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Image

Conv-64

Conv-64

MaxPool

Conv-128

Conv-128

MaxPool

Conv-256

Conv-256

MaxPool

Conv-512

Conv-512

MaxPool

Conv-512

Conv-512

MaxPool

FC-4096

FC-4096

FC-1000

More generic

More specific

very similar 

dataset

very different 

dataset

very little data Use Linear 

Classifier on 

final layer

Try another 

pretrained  

model or collect 

more data 

quite a lot of 

data

Finetune all 

model layers

Either finetune 

all model layers 

or train from 

scratch!

86



SECTION

Sources and attribution
Original teaching slides reproduced from public course materials. Their original footers,
author names, figure credits, and slide-level attributions remain on the reproduced pages.
Newly written transition slides are labeled as such.

Stanford University, CS231n: Deep Learning for Computer Vision, Lectures 5 and 6. https://cs231n.stanford.edu/slides/2026/lecture_5.pdf and
https://cs231n.stanford.edu/slides/2026/lecture_6.pdf. UC Berkeley Stat 153, Liberty Hamilton, Lecture 24: Convolutional Neural Networks Part



SECTION

CNNs beyond images: waveforms
Images are two-dimensional grids. Audio waveforms are one-dimensional sequences. In both
cases, a local filter can detect patterns and share its weights across positions.

Transition written for this compilation. Berkeley Stat 153 Lecture 24, slides 28-34.



SOURCE AND TRANSITION

Sound classification with 1D convolution
UC Berkeley Stat 153 introduces sound classification directly from waveforms. The following
slides show how 1D convolution, nonlinearities, pooling, and stacked filters parallel the 2D
image case.

Source: Liberty Hamilton, UC Berkeley Stat 153, Lecture 24, slides 28-34 (Spring 2026). https://stat153.berkeley.edu/spring-2026/cnns-1/



Sound classification

• Problem: we want to classify sounds, represented as waveforms

“backward”* Each sound comprises (up 
to) 16000 samples 

* Can we apply the same 
tricks as for images?



Sound classification

• Solution: 1-D convolution!

from https://en.wikipedia.org/wiki/Convolution



* Or: 

Sound classification

• Solution: 1-D convolution!

* Definition: 
<latexit sha1_base64="1rxAMMDdQ6uQHlAcX393XKMnQpQ=">AAACJ3icbVDLSgMxFM34rPVVdekmWARdWGakqJtK0Y3LCrYVZsaSSTM1NJMZkjtCGfo3bvwVN4KK6NI/MdPOwteBwMk555LcEySCa7DtD2tmdm5+YbG0VF5eWV1br2xsdnScKsraNBaxug6IZoJL1gYOgl0nipEoEKwbDM9zv3vHlOaxvIJRwvyIDCQPOSVgpF7ldC/Engai8GDfBR83zC2NepkHJG0ceFyGMBrfZAXBYZ4ZuIAPcJ7we5WqXbMnwH+JU5AqKtDqVZ69fkzTiEmggmjtOnYCfkYUcCrYuOylmiWEDsmAuYZKEjHtZ5M9x3jXKH0cxsocCXiifp/ISKT1KApMMiJwq397ufif56YQnvgZl0kKTNLpQ2EqMMQ4Lw33uWIUxMgQQhU3f8X0lihCwVRbNiU4v1f+SzqHNeeoVr+sV5tnRR0ltI120B5y0DFqogvUQm1E0T16RC/o1Xqwnqw3630anbGKmS30A9bnF5BRpS8=</latexit>

(f ? g)[t] =
1X

⌧=�1
f [t]g[t� ⌧ ]

<latexit sha1_base64="NgiMs6Zx5ZjzEShfQAzHaq50SMU=">AAACF3icbVDLSgMxFL1TX7W+qi7dBIvgopQZKeqy6MZllb6gM5ZMmmlDM5khyQhl6F+48VfcuFDEre78G9N2Ftp6IHA45x5y7/FjzpS27W8rt7K6tr6R3yxsbe/s7hX3D1oqSiShTRLxSHZ8rChngjY105x2Yklx6HPa9kfXU7/9QKVikWjocUy9EA8ECxjB2ki9YiVALhPIDbEeEszTu8l9o4zcdFgeuJMlywRKdsWeAS0TJyMlyFDvFb/cfkSSkApNOFaq69ix9lIsNSOcTgpuomiMyQgPaNdQgUOqvHR21wSdGKWPgkiaJzSaqb8TKQ6VGoe+mZwuqRa9qfif1010cOmlTMSJpoLMPwoSjnSEpiWhPpOUaD42BBPJzK6IDLHERJsqC6YEZ/HkZdI6qzjnlepttVS7yurIwxEcwyk4cAE1uIE6NIHAIzzDK7xZT9aL9W59zEdzVpY5hD+wPn8ACBGfQQ==</latexit>

f 2 RT , {h, g} 2 Rn* Assuming: (f is length T vector, h and g 
are length n vectors)

(defining g[.]=0 for indices 
greater than n or less than 1)

<latexit sha1_base64="paxhY6HcRSGFgZ/yny1Gai69sd0="></latexit>

(f ? h)[t] =
nX

⌧=1

f [t� ⌧ ]h[⌧ ] = f [t� n : t] · h



Sound classification

• We can stack multiple convolutional filters (aka kernels) into a 1-D 
convolutional layer:


• Let  be a set of length-n vectors, and  be a length-T vector (input)


• Define 

<latexit sha1_base64="lOMG2+d0WWGOeCAXyABqwTL82gU=">AAAB9HicbVDLSsNAFL2pr1pfVZduBovgqiQi6rLoxmUF+4A2hMl0kg6dPJy5KZTQ73DjQhG3fow7/8Zpm4W2Hhg4nHMP987xUyk02va3VVpb39jcKm9Xdnb39g+qh0dtnWSK8RZLZKK6PtVcipi3UKDk3VRxGvmSd/zR3czvjLnSIokfcZJyN6JhLALBKBrJDT2H9AcJahJ6I69as+v2HGSVOAWpQYGmV/0yWZZFPEYmqdY9x07RzalCwSSfVvqZ5illIxrynqExjbh28/nRU3JmlAEJEmVejGSu/k7kNNJ6EvlmMqI41MveTPzP62UY3Li5iNMMecwWi4JMEkzIrAEyEIozlBNDKFPC3ErYkCrK0PRUMSU4y19eJe2LunNVv3y4rDVuizrKcAKncA4OXEMD7qEJLWDwBM/wCm/W2Hqx3q2PxWjJKjLH8AfW5w/XsZGD</latexit>g1 . . . gk <latexit sha1_base64="jqylwcxBagMhesCQ8VFOWEkScmo=">AAAB6HicbVDLTgJBEOzFF+IL9ehlIjHxRHYNUY9ELx4hkUcCGzI79MLI7OxmZtZICF/gxYPGePWTvPk3DrAHBSvppFLVne6uIBFcG9f9dnJr6xubW/ntws7u3v5B8fCoqeNUMWywWMSqHVCNgktsGG4EthOFNAoEtoLR7cxvPaLSPJb3ZpygH9GB5CFn1Fip/tQrltyyOwdZJV5GSpCh1it+dfsxSyOUhgmqdcdzE+NPqDKcCZwWuqnGhLIRHWDHUkkj1P5kfuiUnFmlT8JY2ZKGzNXfExMaaT2OAtsZUTPUy95M/M/rpCa89idcJqlByRaLwlQQE5PZ16TPFTIjxpZQpri9lbAhVZQZm03BhuAtv7xKmhdl77JcqVdK1ZssjjycwCmcgwdXUIU7qEEDGCA8wyu8OQ/Oi/PufCxac042cwx/4Hz+AOknjQU=</latexit>x

<latexit sha1_base64="SSKUQ4vohDvRmnMeIV/nYiktiIU="></latexit>

g(x) =

2

664

g1 ? x
g2 ? x
. . .

gk ? x

3

775



Sound classification

• Then we can: 


• apply a nonlinearity (e.g. ReLU) to the results


• downsample the results using max-pooling or average-pooling 

• (maybe pass the results into a fully-connected layer?)



Sound classification

• Example: M3 (Dai et al., 2016)



Sound classification

• 1-D convolutional networks! 


• (they’re pretty much the same as 2-D convolutional networks, so far)


• You’ll see a demo in lab!


	Convolutional Neural Networks
	Image models preserve spatial structure
	Convolution basics
	What do convolutional filters learn?
	Output size and receptive field
	Pooling and translation equivariance
	From layers to architectures
	Activation functions and CNN architectures
	Training data and generalization
	Transfer learning
	Sources and attribution
	CNNs beyond images: waveforms
	Sound classification with 1D convolution


